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Abstract foreground-background segmentation.
This paper presents a multi-camera system for the esti-

We present a system for the estimation of unconstrainedmation of 3D human upper body movement which speci -
3D human upper body movement from multiple cameras.cally addresses the combination of single-frame pose recov
Its main novelty lies in the integration of three components ery, temporal integration and model adaptation. See Fig-
single-frame pose recovery, temporal integration and rhode ure 1. Using input from three calibrated cameras, we are
adaptation. Single-frame pose recovery consists of a hy-able to handle arbitrary movement (i.e. not limited to walk-
pothesis generation stage, where candidate 3D poses aréng and running) in cluttered scenes with non-stationary
generated based on hierarchical shape matching in the in- backgrounds. We do not require particular initial poses to
dividual camera views. In the subsequent hypothesis ver-jumpstart the system. A further appealing aspect of the sys-
i cation stage, candidate 3D poses are re-projected to the tem is that, for single-frame pose recovery, the computa-
other camera views and ranked according to a multi-view tional burden is shifted as much as possible to the off-line
matching score. stage, so that on-line processing is optimized. Algorith-

Temporal integration consists of computing best trajec- mic complexity is sub-linear in the number of body poses
tories combining a motion model and observations in a considered as a result of a hierarchical representation and
Viterbi-style maximum likelihood approach. Poses that lie matching scheme. Moreover, by fusing information be-
on the best trajectories are used to generate and adapt atween cameras at the pose parameter level rather than at the
texture model, which in turn enriches the shape componentfeature level, inherent parallelism is increased.
used for pose recovery. We demonstrate that our approach The proposed system also has some limitations. Like
outperforms the state-of-the-art in experiments with éarg previous 3D pose recovery systems, it currently cannot han-
and challenging real-world data from an outdoor setting. dle a sizable amount of external occlusion. It furthermore

The new data set is made public to facilitate benchmarking. assumes the existence of a 3D human model that roughly
ts the person in the scene (we are able to use the same

generic model for different persons in the experiments).

1. Introduction
o 2. Previous work
The recovery of 3D human pose is an important problem

in computer vision with many potential applications in ani- There is meanwhile a very extensive literature on 3D hu-
mation, interactive games, motion analysis (sports, naddic man pose estimation. Space limitations force us to make a
and surveillance. 3D pose also provides meaningful, view- selection which we consider is most relevant to this paper.
invariant features for a subsequent activity recognitteps  For a more exhaustive listing, see recent surveys [9, 22].
Despite the considerable advances that have been made over One line of research has focused on 3D model-based
the past years (see next Section), the problem of 3D humartracking; i.e. given a reasonably accurate 3D human model
pose recovery remains essentially unsolved. The chalfengeand an initial 3D pose, predict the pose at the next time
involve estimating articulated motion of bodies of whicbth  step using a particular dynamical and observation model
exact proportions are not known in advance, dealing with [5, 7, 8, 11, 13, 25, 30, 35, 36, 37]. Multi-hypothesis ap-
the underconstrained nature of the problem due to loss ofproaches based on particle ltering [5, 7, 25, 37] or non-
depth information and/or (self) occlusion, and performing parametric belief propagation [33] are used for increased
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Figure 1. System overview. For details, please refer todki Section 3.1.

robustness. However, the high dimensionality of the posein the sense that estimation mistakes made early on based
parameter space necessitates researchers to employ stromg partial model knowledge cannot be corrected later on.
motion priors (i.e. known action classes such as walking, In practice, this means that instances with an appreciable
running) and/or various sequential sampling techniques. | amount of torso movement and rotation are dif cult to han-
practice, tracking soon goes astray if no recovery mecha-dle.

nism is added. Methods for pose initialization can serve to initialize the
Another line of research has dealt with 3D pose initial- beforementioned trackers. An increasingly popular alter-
ization. Work in this category can be distinguished by the native is their use in “Tracking-as-recognition” approash
number of cameras used. Multi-camera systems for 3D posesspecially when no strong motion priors are available. Here
initialization were so far applied in controlled indoor énv  pose estimates obtained independently at each time instant
ronment. The near-perfect foreground segmentation result are integrated to consistent trajectories, taking int@ant
ing from the stationary background, together with the many a more generic motion model. This is typically achieved by
cameras used(5), allows to recover pose by Shape-from- Markov chain optimization [10, 20, 24, 26].

Silhouette techniques [6, 15, 21, 34]. The contributions of this paper are two-fold. The main
Single camera systems for 3D pose initialization can be contribution is the integration of three components inte on
sub-divided whether they use generative or learning-basedsystem: single-frame pose recovery, temporal integration
approaches. Learning-based approaches construct a mamnd texture-based model adaptation. The enforcement of

ping between 3D pose and 2D image observables using matemporal coherence results irsatof most likely pose tra-
chine learning techniques [1, 3, 14, 32]. These approachegectories, which are used to generate predictions. These
are conceptually appealing and fast, but questions still re are subsequently integrated into the pose estimation pro-
main regarding their scalability to arbitrary poses. Cer- cess. This is unlike [24], where the computation of the op-
tainly, a large number of examples would be needed in thattimal pose trajectory is solely a post-processing step, de-
case to allow for successful regression, given the ill condi coupled from the estimation process. Model adaptation
tioning and high dimensionality of the problem (most ex- in our approach does not require a pre-de ned key pose
perimental results involve restricted movements, i.e.kwal (i.e. feet apart) [10, 28] or a scripted initialization meve
ing). Furthermore, learning-based approaches tend to relyment [13]. Instead, the likelihood of a shape model match
on good foreground segmentation. is used as weighting factor for texture-based model adap-
tation, if the former is above a certain threshold. To fur-
ther reduce the chance of a wrong model update, we up-

tween model projections and image, and retrieving the as-date only for those poses which lie on the most likely pose
sociated 3D pose. Pose initialization using 2D generative T€ctory (i.e. we perform batch-mode temporal integrati
models [23, 28] involves a 2D pose recovery step followed beforg moplel adaptaﬂon, rather than model adaptation at
by a 3D inference step with respect to the joint locations, €&ch time instant independently [2]). We do not use strong
In order to reduce the combinatorial complexity associated Mtion priors [33].

with pose recovery, previous generative approaches apply The second contribution concerns the way multi-camera
part-based decomposition techniques [33]. This typically pose recovery is performed. The error-prone foreground
involves searching rst for the torso, then arms and legs segmentation resulting from operating in dynamic outdoor
[23, 24, 28]. This decomposition approach is error prone, environments together with the lower number of cameras

On the other hand, pose initialization using 3D gener-
ative models [17, 19] involves nding the best match be-



used prevents solving matters by Shape-from-Silhouettevector of joint angles

(SfS) techniques [6, 15, 21, 34]. Inverse kinematics tech-

niques [13, 16], on the other hand, require close initial es- = tosdi i )i tshoudeCs 5 )i Letbou( )
timates. We propose to perform 3D pose recovery for each rshoutdef 5 5 )i rewod )i head ; ) (1)
camera independently and fuse information at the pose pa-

rameter level (high-level). This improves the system scala augmented by a three dimensional vectodenoting the
bility with respect to the number of cameras (e.g. allowing Position of the root of the articulated structure (in ouresas
optimized per-camera matching, improved algorithm paral- the torso center).

lelism). We only apply SfS to determine a rough ROI (Sec- i

tion 3.3). Furthermore, on a practical note, we demonstrate3-3- Image pre-processing

that an exemplar-based approach for single-frame pose re- The ajm of pre-processing is to obtain a rough region of
covery can be used to describe the articulations of the upperinterest, both in terms of individual 2D camera views and
body as a whole. This ensures that upon matching, all avail-in terms of the 3D space. For this, we fuse the computed
able model knowledge is used at the same time, avoidingforeground masks of the individual camera views [38] by
some of the drawbacks of the part-based decomposition apmeans of volume carving [18]. After the necessary morpho-

proaches [23, 24, 28] discussed earlier. logical operations, connected voxel components of a min-
imum height and size give an estimate of the number of
3. 3D Pose Estimation people and their rough 3D location in the scene. This in
turn yields information about the image scales and regions
3.1. Overview of interest to be used in the forthcoming hypothesis genera-

tion step (Section 3.4). Projecting the reconstructed isoxe

Figure 1 presents an overview of the proposed system.onto the camera images produces an improved foreground
Image pre-processing determines a rough region of inter-mask. Note that in the considered outdoor environment with
est in each 2D image and in the 3D scene, based on backdynamic background and a limited number of cameras (3)
ground subtraction (Section 3.3). In the hypothesis gener-we do not obtain well segmented human silhouettes in a
ation stage, candidate 3D poses are generated based on hiuality suitable for solving pose recovery by SfS techniue
erarchical shape matching in the individual camera views [6, 15, 21, 34] outright.
(Section 3.4). In the subsequent hypothesis veri cation
stage, the candidate 3D poses are augmented with those d&3.4. Single-camera hypothesis generation using a
rived from a prediction step (except at the rst frames). The hierarchical exemplar shape representation
resulting pose candidates are projected to all camera views
and ranked according to a multi-view matching score based
on shape and (possibly) texture information (Section 3.5).
Temporal integration consists of computing best trajecto-
ries in batch mode using a Viterbi-style maximum likeli-
hood approach (Section 3.6). Poses that lie on the bes
trajectories are used to generate and adapt a texture mode
(Section 3.7). This provides the beforementioned texture
component in the multi-view matching score of hypothesis
veri cation (while no texture model is available during the
rst frames, the multi-view matching score is based on the
shape component only).

We follow an exemplar-based approach to 3D pose re-
covery, matching a scene image with a pre-generated sil-
houette library with known 3D articulation. To obtain the
silhouette library, we discretize the state space between
{ower and upper bounds for each joint angle while allowing
360 torso rotation along the major body axis, and ren-
er the 3D shape model (see Section 3.2) by orthographic
projection. The four angles of each arm are discretized into
6 states each, the torso rotation into 15 states, and the re-
maining angles into 3 states each. The average angle delta
is approximately22 . We reduce the number of allowable
joint angle combinations by pruning anatomically impossi-
ble poses (using rule-based heuristics) and by collisien de
3.2. 3D Shape model tection on the shape model. AbdlE 10° poses remain.
We further reduce the number of exemplars in our pose li-

Our 3D upper body model uses tapered superquadricsbrary to about 180,000 by clustering the silhouettes based
as body part primitives, yielding a good trade-off between on shape similarity and keeping only the cluster representa
desired accuracy and model complexity [11]. Articulation tives. The remaining silhouette exemplars now contairslink
at each joint is represented using transformations of homo-to the underlying poses, improving compactness of repre-

geneous coordinates® = Hx, H = H(R(;; ):T), sentation (e.g. ambiguous front/back poses represenigd on
whereR isa3 3rotation matrix determined by the Euler once during silhouette matching). The silhouette exersplar
angles , , , andT aconstanB 1 translation vector.  furthermore contain the 2D location of common reference

We represent a 3D upper body pose as an 13-dimensiongboint (in our case, the torso center).
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Figure 2. Schematized structure of the 4-level shape exarhigr-
archy. The exemplars at the leaf level represent a variabiger
of 3D articulations compactly grouped together (Sectiah).3.

whereS; describes the shape similarity amdthe texture
similarity. We de ne

P(S 1) = P(Ds(S;E)) (4)

The exemplars in the library are organized in a (4-level) p(Tij ¢) = p(D(T;1)) (5)

template tree following [12, 29, 35], see Figure 2. On- ] ) ) o ]
line matching is ef ciently implemented by a tree traver- _ Ds(S; E) in Equation 4 is a shape-based multi-view sim-

sal; search is discontinued below those tree nodes wherdl@rity measure between the reprojected 3D model silhou-
the match is below a certain (tree-level speci c) threshold €tteS in the pose . and detected image edgeésbased on

Similar to [12], we use the chamfer distarDe(A; B ) be- the chamfer distance (see Section 3.4) dve&ameras.
tween two sets of binary edge featufesindB as dissim- X )
ilarity measure for clustering and matching. Instead of us- Ds(SiE) = Dc(SiE) 6)

ing silhouette exemplars of different scales, we rescae th k2K

scene image accordingly using information from the pre- p, (T;1) in Equation 5 is a measure for the similarity be-
processing step (see Section 3.3). After the matching stepiween the pixels: of the reprojected textured mod8g| in

we obtain a ranked lists of silhouette exemplars, one for camer& and the Corresponding p|xe}$f the scene image
each camera view. We select tNe best matches for view | andis de ned as

i (Nj =300 in the experiments) and extract the previously 0 1.
grouped original poses from each silhouette exemplar. Note X 1 X X 2

that those original poses are in terms of 3D jointangles and D(T;l) = — @ (. vo)’A  (7)
do not encode depth due to the used orthographic projec- ko 11K u2Te  c2frgibg

tion. To obtain candidate 3D poses, we backproject the

2D location of the reference point (torso center) at vari- Which is the sum of the average pixel-wise Euclidean dis-
ous depths corresponding to the epipolar line in the othertance in our color space (see Section 3jT}j being the
cameras in regions with foreground support. The possiblenumber of pixels on the reprojected model.

3D positions and poses are pruned by shape matching the The individual probabiliies p(Ds(S;E)) and
respective projections with the silhouette exemplars tvhic P(Dt(T;1)) are each modeled using a gamma distri-
correspond to the found 3D joint angles in the other cam- Pution whose parameters are considered independent
era views, usind.(A;B)). For ef ciency, this mapping from the pose ; and estimated from the training data by
amongst the silhouette exemplars across the camera view§'aximum likelihood.

is computed off-line by means of a look-up table. We now Hypothesis clustering Evaluating the observation
obtain a ranked list of candidate 3D poses that enter the hyJikelihood is an expensive operation since it involves ren-

pothesis veri cation step. dering a 3D pose across multiple camera views. Assuming
thatp( (jO;) in Equation 2 is a locally smooth function on
3.5. Multi-camera hypothesis veri cation a neighborhood of ; in pose space, one can implement the

) o ) _ following two-step approach to speed up the implementa-
For hypothesis veri cation at time stépwe rank allin- o “\we cluster all pose hypotheses using a pose distance
put pose hypotheses according to a descending probability, o ¢ re, evaluate all prototypes according to Equation 2
p(f +;x.gjO;) of a pose  with an associated 3D position 5 oy if the latter is above a threshold (obtained by cross
X, given an observatioD;. In the remainder, we simplify | 5jigation), do we evaluate the individual cluster elersent
the notatiorf ¢;Xx{gto ¢, making the 3D position implicit The pose distance measure we use is
given the pose. We take; 2 = [ P \where
det js the list of pose hypotheses from the detection step A 1 2)
X ’

de (V1 ; V2 8
(see Section 3.4) and”®® the list of prediction hypotheses o(V1:V2) ®)



whereB is a set of locations on the human upper body, where the values of ~;,; {+1 are drawn from the normal
jBj the number of locationsy is the 3D position of the  distributions described in Equation 10. The position predi
respective location in a xed Euclidean coordinate system, tion is drawn fromN (<X, ,; ; X .,;), where~X ., is the

andde(:) is the Euclidean distance. For the set of locations, predicted state andX the predicted covariance from

't +
we choose torso and head center as well as shoulder, elbowalman Itering the a):'/taillable trajectory data.
and wrist joint location for each arm. We opted for the above sliding window batch-mode
framework rather than a recursive framework because of in-
3.6. Temporal disambiguation and prediction creased estimation stability. Treating the tracking peobl

Temporal integration facilitates a further disambiguatio &S @ detection problem over a discrete pose space in every

among the candidate solutions obtained at a single time[T@Me énables us to (re-)initialize the state of our system,
step, determining pose trajectories that match the observaWhile recursive lItering frameworks such as particle lter

tions well and exhibit coherent motion. This is formulated "9 Might eventually fail and lose track. Furthermore, our
as the following optimization task: given a sequence of ob- prediction mechanism can increase tracking accuracy both
by lifting the constraint of the discrete pose space and by

servation®y;:::; Or up to time stepl', nd the pose se- it N :
quence o;:::; T2 o:i:i: T thatmaximizes bridging gaps” where detections are poor.
Y Y 3.7. Model adaptation using texture information
T1jO00:7) / ' Oyj 9
P( 01]00) (=1 PC v 1) =0 POJ 0 ©) We now turn to augmenting our shape model with texture

information in order to increase the discriminative power
p( tj + 1)denotesthe pose transition probabilityas a rst- of hypothesis veri cation. Clearly, the outcome of texture
order Markov chain, whil@(O:j ) is the observationlike-  mapping is very sensitive to the estimated pose of the shape
lihood of Equation 3. This type of problem is solved by ap- model, and matching with a wrong texture model is truly
plication of the Viterbi algorithm [27] on the input data; in  damaging for pose estimation. In order to avoid incorrect
our case, this in done in a sliding window over the B8t texture model updates as much as possible, we decided not
frames. We use a List Viterbi Algorithm (LVA) [31] imple-  to perform these based on pose estimates at a single time
mentation to compute not only the optimal, but thebest  instant, but rather based on the more reliallarajecto-
trajectories through the Viterbi trellis at each time step. ries computed in previous section (we currently maintain a

With respect to the transition model, we make a number single texture model associated to the optimal trajectory)

of simpli cations to reduce the number of parameters in- - Gjyen the optimal trajectory returned by the temporal
\s/?rll:/c(:at%r(\a/\ﬁ %Ses#]'gs tZEé%%?té?Thoéc nger: t”;?]t ?;tggnartl'jcrglt?;ﬁd disambiguation step, we evaluate the matching likelihoods
P J g g P(Dsitorso (S;E)), pP(Dsjrarm (S;E)), P(Dsirarm (S;E))

We furthermore decouple the joint angles associated with
the various body parts. Finally, we only consider parame- [0f the chamfer match of each body part torso & head,
ter changes, i.e. we do not condition on speci ¢ previous left arm, right arng for the last ve poses of the trajectory.

values. We thus set Similar to the probabilities in Equation 3, these are modlele

) root. i root using gamma distributions estimated from training data.. Fo
p(~tj~t 1) /N (%~ Moot ) (10 each body part, we then make a decision to adapt the tex-
N ( ~thead’ ~heaq heaq N ( ~[torsq -torso. tOfSO) ture model using the pose in the trajectory with the highest

Larm arm. ar rarm arm. ar match likelihood, only if this likelihood is above a certain

N~ @AM Ay o parmarm, arm, threshold.

and estimated the parameters for the different normal dis- N case of model adaptation, we acquire a texture map
tributions by maximum likelihood on the training data. for the respective body part by sampling the visible area

We generate pose predictions at every time step, whichof the superquadrics for _each camer_a_view and _storing the
augment the detections of the next time step, as indicatecE0l0r values in a texture image. Collision detection on the
in Figure 1, and are generated using whole trajectory in- @y from camera center to the points on the superquadric
formation. To generati pose predictions (in our system, €Nnsures that we do not sample in areas of self-occlusion
K = 200) at time steft, K trajectories are sampled from through other quy parts. The texture images are then com-
theN best trajectories (we cho$e¢ = 500) with a proba- bln_ed by choosing for each pixel the_ sampled value for
bility proportional to the trajectory probability detemeid ~ Which the angle between superquadric normal vector and
by the LVA algorithm. For each of these, both pose predic- 'Y from camera center is smallest. Figure 3 shows an ex-
tion=K,, and position predictioR¥,, are determined using ample of a reprojected texture map acquired from the de-

stochastic sampling. The pose prediction is generated as  Picted pose.. _ .
Because images from different cameras are effectively

=4 = ~tk + ot (12) stitched together during the acquisition of a texture map,



(considering the quality of calibration and labeling, we es
timate the ground truth accuracy to be within 3cm). The
general motion model (Section 3.6) was derived from the
aggregated CMWloCapdat&; after some conversions the
latter yielded 756,844 frames for training.
Figure 3. Example of shape model enriched with texture méer Figure 6 shows examples of recovered poses, taken from
tion, rendered from various viewpoints. Parts of the body e the best trajectory using shape and texture cues, with the
occluded in all cameras stay untextured and are shown irewhit proposed approach; 3D pose is estimated quite well. The
Depicted color space is non-normalized RGB. main failure mode concerns those "ambiguous” poses with
: : ' the hands close to the torso; the silhouette-based approach
stands little chance in recovering exact hand position, fur
thermore, most clothing does not contain appreciable tex-
ture differences between torso and arms. Table 1 quanti es
(b) the results in terms of the deviation between estimated and
ground truth 3D pose over the entire dataset. It shows the
(b) temporal progression of the texture map from an initial i successive benet of adding _predictions (Section 3.6)_ and
correct estimate to a correct (but somewhat blurred) egtip ~ (€xture-based model adaptation (Section 3.7) to the single
Kalman lItering frame pose recovery, resulting in a reduction of pose error
from 12.7cm to 10.9cm.

) . . ) We furthermore compared the various instantiations of
there will be differences in luminance due to camera proper- o system with the hierarchical Partitioned AnnealediPart
ties and scene illumination. We reduce the variationinduce e Filter (PAPF) [7]. This is a state-of-the-art technidoe
by global indirect illumination by working in a normalized tracking high-DOF (unconstrained) articulated movement,
RGB colgy space = R=L,g = G=L,b= B=L, where  \ynich, unlike SfS approaches, does not require perfect sil-
= ,K% k2k (Rk + Gk + By) is the average luminance oy ette segmentation. To focus on the essential diffegence
over the scene pixels . we implemented the PAPF using the same foreground seg-

The texture model is implemented using Kalman Iter- mentation (Section 3.3) and shape likelihood computation
ing on each piXEl of the texture map in order to become (Eg. 4). We also incorporated the CMMoCapdata in
more robust to potential input from incorrect estimate® Se the PAPF when initializing the diffusion covariance. After
Figure 4 for an illustration. At each new time step, the state some tuning, we selected a parameterization with 4 layers
of each lter is evaluated to generate a texture map for usefor our 13 DOF model (cf. 10 layers for a 30 DOF model

Figure 4. Model adaptation of torso (a) ground truth textumagp

in hypothesis veri cation (see Section 3.5). in [7]). The number of particles per layer was set to 200,
_ as in [7]. The PAPF was initialized with the ground truth
4. Experiments in the rst frame of each sequence, while our system self-

. . . initializes.
Our experimental data consists of recordings from three . -
. . . In experiments, we observed a suprisingly good perfor-
synchronized color CCD cameras looking over a train sta- )
mance of the PAPF on many sequences. For more dif -

tion platform. In 12 sequences (about 10s on average, CaPeult sequences (appreciable background clutter, "ambigu-
tured at 20Hz), various actors perform unscripted move- q PP g ' g

) . . . ous” poses as discussed above, fast torso turning), however
ments, such as walking, gesticulation and waving. The set- . .
o L ; ._we found that the PAPF particles dissipated away from the
ting is challenging; the movements performed contain a siz- : . o
. . correct solution after a while, with little chance for reeoy.
able amount of torso turning, the background is cluttered

and non-stationary (people are walking in the background On average, we obtained a considerable outperformance of

trains are passing by), furthermore, there are appreciablethe proposed approach vs. PAPF (avg. pose error of 10.9¢m

lighting changes. The realism of the dataset in the contextvs' 1.4.6cm), even though the latter had a clear headstart
) o oo starting from the ground truth pose.
of surveillance was the key motivation for preferring it ove

the popular HumanEva dataset [33]. We make this novel. Figure 5 proyldes a closer look at a challenging trgck-
. o ing sequence with two 36Qorso turns in short succession
data set public to facilitate benchmarking

Cameras were calibrated using Bouguets method [4] (frames 70-150 and 160-420). The plot shows the pose er-

this enabled the recovery of the ground plane. Ground truth " (Equation 8) fqr the Viterbi-best trajecto_ry using vars
ose was manually labeled for all frames of the data set.SyStem con guratlons, as well as a comparison with the tra-
P jectory obtained by PAPF. The greyish backdrop encodes
1The data set is made freely available for non-commerciaimeh pur- the distribution of the pose error over the single-frame de-
poses. See http://www.science.uva.nl/research/iskalbads/3d-pose-

estimation/index.html or contact the second author 2http://mocap.cs.cmu.edu/




our system (S & T, det. + pred.)| our system (S, det. + pred.) our system (S, det. only) PAPF [7]
avg | 109 (5.1) 11.6 (5.7) 12.7 (6.6) 14.6 (6.6)

Table 1. Avg. pose error in cm (Eg. 8) over 12 test sequentasgiard deviation in brackets (S:shape, T:texture)

System performance (Sequence 8) combines a hierarchical, exemplar-based single-frame pos

predictions (S&T) recovery, Viterbi-style best trajectory estimation, antt a
predictions (S) . .

no predictions (S) tering approach to 3D model texturing. We demonstrated an
PAPF (S)

improvement versus the state-of-the-art in a dozen of chal-
lenging real-world sequences depicting different acters p
forming unscripted movements.

Future work involves the recovery of whole-body pose
and that of multiple people. A direct extension of the chosen
exemplar-based approach to whole-body recovery is possi-
ble but rather memory intensive. A more suitable solution,
better able to deal with partial occlusion, is to recoveramp
and lower body pose separately and integrate results.

avg. error to ground truth [cm]

0
0 50 100 150 200 250 300 350 400
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